


I’m Matthew Addis, CTO of Arkivum, and this 10minute talk is about some of the 
practical issues around research data preservation.  Arkivum has approx 30 
Universities in the UK using our data archiving and digital preservation solutions, 
many of them for research data storage as part Research Data Management.   
We’re also working with Artefactual and Jisc to deliver a open digital preservation 
solution for use in Jisc’s forthcoming national Research Data Shared Service. 


This talk is in a session about reproducibility of research.  There are a range of 
drivers that are pushing us towards research that is done in an open, transparent, 
reproducible and verifiable way.  These include from the funding bodies who pay 
for research, researchers who do the research, and both industry and the public 
who make use of the results of research. 


Digital preservation helps achieve reproducibility by helping to ensure that data 
remains usable over time and has understood authenticity and integrity, i.e. people 
can not only open and use data but they can trust the data and know where it came 
from.


But, in many cases, we’re still a way off being able to apply and reap the rewards of 
all the good stuff that digital preservation can potentially offer.  What I want to do 
in this presentation is take a step back and look at some ways to get the basics in 
place so that we are in a better position to apply digital preservation in practice.



Several	Universi,es	in	the	UK	have	audited	their	research	data	holdings	using	the	Data	Asset	

Framework,	or	DAF	for	short.	h>p://www.data-audit.eu/				We	took	the	results	of	about	a	dozen	

DAF	surveys	and	es,mated	the	volumes	of	research	data	held	by	UK	Higher	Educa,on	Ins,tu,ons	

(HEI).			Our	es,mate	is	450PB	of	data	generated	by	91,000	researchers	across	156	ins,tu,ons	–	and	

that’s	just	England.			Basically,	there’s	a	lot	of	research	data	out	there	and	it’s	only	geXng	bigger!	

	

h>ps://dx.doi.org/10.6084/m9.figshare.1575831.v5	
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Whilst	there	might	be	over	91,000	researchers	in	England	genera,ng	petabytes	of	research	data	

each	year	in	projects	that	total	over	£5Bn	of	research	funding,	the	situa,on	is	very	different	in	

terms	of	the	staff	and	budgets	available	for	looking	aber	this	stuff	in	the	long-term	and	ensuring	it	

remains	accessible.		Budgets	are	small	and	there’s	typically	just	one	or	two	people	in	an	ins,tu,on	

who	are	centrally	allocated	to	Research	Data	Management.			

	

This	means	that	making	headway	into	research	data	preserva,on	has	to	start	with	the	researchers.		

91,000	people	is	a	big	resource	so	helping	them	do	a	be>er	job	and	make	even	small	improvements	

to	their	way	of	working	will	go	a	long	way.			

	
Staffing:	0.5	–	5FTE	per	ins,tu,on	[6],	3FTE	Cambridge	[5]	

KRDS	analysis	of	ins,tu,on	costs:	1-2	%	[1]	

Na,onal	and	interna,onal	services	(EBI,	UKDS):	1.5%	[2][4]	

ELIXIR	interna,onal	shared	infrastructures:	<	1%	[3]	

	

[1]	h>p://www.webarchive.org.uk/wayback/archive/20140615221405/h>p://www.jisc.ac.uk/media/documents/

publica,ons/reports/2010/keepingresearchdatasafe2.pdf	

[2]	h>p://www.ands.org.au/__data/assets/pdf_file/0019/393022/open-research-data-report.pdf	

[3]	h>ps://www.elixir-europe.org/system/files/elixir_scien,fic_programme_1.pdf	

[4]	h>p://www.beagrie.com/sta,c/resource/EBI-impact-report.pdf	

[5]	h>ps://unlockingresearch.blog.lib.cam.ac.uk/?p=631	

[6]	h>p://www.webarchive.org.uk/wayback/archive/20140615221405/h>p://www.jisc.ac.uk/media/documents/

publica,ons/reports/2010/keepingresearchdatasafe2.pdf	
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The	DAF	surveys	also	reveal	the	types	of	data	being	generated	in	research,	with	this	example	

coming	from	NoXngham.		It’s	pre>y	diverse	and	includes	both	digital	and	physical	content.	

	

h>p://eprints.noXngham.ac.uk/1893/1/ADMIRe_Survey_Results_and_Analysis_2013.pdf		
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If	you	drill	into	the	digital	content,	then	there’s	a	very	wide	range	of	file	types.			This	example	is	

from	a	sample	of	files	that	Jenny	Mitcham	analysed	using	DROID	at	the	University	of	York.			The	

interes,ng	thing	is	that	DROID	only	iden,fied	37%	of	the	files.		Of	the	ones	that	were	iden,fied,	

common	formats	include	XML,	text,	log	files	and	zips	–	which	means	that	file	format	iden,fica,on	

doesn’t	itself	give	much	clue	about	the	contents	of	these	files	–	they	could	contain	pre>y	much	

anything.			And	for	the	remaining	files	not	iden,fied,	common	extensions	include	things	like	.dat	or	

files	simply	with	no	extension	at	all,	which	reflects	the	fact	that	many	files	contain	data	of	some	

kind	or	another.			

	

h>p://digital-archiving.blogspot.co.uk/2016/05/research-data-what-does-it-really-look.html	

h>p://www.slideshare.net/JiscRDM/implemen,ng-archivema,ca-research-data-network	
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The	same	situa,on	is	seen	at	larger	scales,	e.g.	the	Na,onal	Library	of	the	Netherlands’	digital	

repository	for	publica,ons.			Again,	formats	are	data	related,	such	as	XML	or	XLS,	or	are	containers	

such	as	zips.		Then	comes	a	very	long	tail	of	less	common	formats.					

	

h>p://blog.kbresearch.nl/2015/04/29/top-50-file-formats-in-the-kb-e-depot/	
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And	this	pa>ern	of	a	long-tail	is	seen	in	many	other	archives	too,	not	just	where	research	data	is	

involved.		This	is	just	one	more	example	from	the	Bri,sh	Library’s	web	archive	where	Andrew	

Jackson	has	looked	at	the	file	formats	they	harvest	from	the	web.			

	

Over	99%	is	in	common	formats	that	are	well	understood.		But	there’s	also	over	5000	formats	that	

are	un-iden,fied.	

	

h>ps://speakerd.s3.amazonaws.com/presenta,ons/a2fd5875bd0346a4be56f14d7900f015/dpc-

searching-for-obsolescence.pdf	
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The	other	thing	revealed	by	DAF	surveys	is	that	research	data	is	typically	distributed	across	a	wide	

range	of	media	types	and	loca,ons.			It	is	not	uncommon	for	less	than	10%	of	a	University’s	

research	data	holdings	to	be	within	central	services,	e.g.	an	ins,tu,onal	repository	or	even	a	

University	file	share.	

	

h>p://eprints.noXngham.ac.uk/1893/1/ADMIRe_Survey_Results_and_Analysis_2013.pdf		
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This	is	Donald	Rumsfeld	who	talked	about	the	danger	of	‘unknown	unknowns’	in	the	context	of	

weapons	of	mass	destruc,on	in	the	Iraq	War.		The	biggest	danger	is	not	knowing	a	situa,on	and	

having	no	intelligence	on	what’s	actually	happening.		Just	like	my	men,on	of	Ronald	Reagan	

yesterday	when	talking	about	exit	strategies,	I	don’t	think	Rumsfeld	gets	enough	men,on	either	in	

Digital	Preserva,on	talks!	

	

The	dangers	of	‘unknown	unknowns’	also	applies	to	research	data	preserva,on.			Many	ins,tu,ons	

don’t	know	how	much	data	they’ve	got,	they	don’t	know	where	it’s	being	stored,	and	they	don’t	

know	what	format	it’s	in	–	so	how	can	they	even	quan,fy	the	preserva,on	problem	decide	what	to	

do?	

	

h>ps://en.wikipedia.org/wiki/There_are_known_knowns	
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This	drives	some	pre>y	basic	priori,es	around	research	data	preserva,on.	

	

First,	help	researchers	to	do	a	be>er	job	with	their	data	and	provide	them	with	a	really	easy	way	to	

contribute.		They	know	more	about	their	data	than	anyone	else	and	they	outnumber	librarians	and	

archivists	by	at	least	100:1		

	

Second,	it’s	important	to	get	the	data	into	centralised	storage.			Doing	this	helps	get	the	data	under	

some	form	of	long-term	management	by	people	who	understand	archiving	and	preserva,on	and	

will	typically	have	responsibility	within	an	ins,tu,on	for	the	long-term	safeguarding	and	access	to	

an	ins,tu,ons	research	data	assets.	

	

Third,	make	it	easy	for	researchers	to	add	descrip,ve	metadata.			These	descrip,ons	are	key	to	

long-term	discovery	and	re-use	of	the	data.			But	researchers	are	under	a	lot	of	,me	pressure,	so	

metadata	needs	to	be	as	minimal	as	possible.		Doing	things	like	leveraging	the	need	to	publish	data	

and	hence	get	DOIs	can	help,	for	example	by	using	the	mandatory	metadata	fields	in	DataCite.		Or	

make	it	easy	to	link	datasets	to	any	publica,ons	that	describe	the	data.	

	

Fourth,	once	you	have	data	somewhere	safe	and	some	ini,al	descrip,ve	metadata,	then	try	

running	file	format	iden,fica,on	tools.		This	isn’t	enough	to	understand	what	the	file	content	

means,	and	it	won’t	catch	all	the	formats	by	not	a	long	shot,	but	it	does	give	a	basis	for	further	

dialog	with	researchers,	e.g.	to	encourage	them	to	provide	more	metadata	if	needed.	
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All	this	is	about	‘knowing	what	you	have’	so	you	have	some	clue	on	what	to	do	with	it.		There’s	lots	

of	op,ons	and	many	involve	working	with	the	Researcher	so	the	data	is	be>er	documented,	

converted	into	be>er	formats,	or	the	sobware	that	understands	the	data	is	kept	as	well	as	the	data	

itself.	
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The	rest	of	this	presenta,on	is	about	some	prac,cal	approaches	to	addressing	the	problem	and	

uses	a	case	study	that	Arkivum	has	been	working	on	in	partnership	with	the	University	of	London	

Compu,ng	Centre	(ULCC).			

	

The	star,ng	point	is	the	Ins,tu,onal	Repository,	which	in	many	ins,tu,ons,	especially	in	the	UK,	

forms	a	central	part	of	their	Research	Data	Management	and	Open	Access	environment.			

Researchers	are	oben	mandated	to	deposit	a	copy	of	all	their	publica,ons	into	the	ins,tu,on’s	

repository.		This	means	they	are	oben	familiar	with	using	the	repository	and	it	forms	part	of	their	

day	to	day	life.			Therefore,	extending	the	ins,tu,onal	repository	to	support	research	data	as	well	

as	research	publica,ons	is	a	natural	thing	to	do.		Some,mes,	it’s	the	only	op,on	because	there	may	

be	no	where	else	that	a	researcher	can	deposit	data	and	make	it	accessible	to	the	community,	for	

example	because	there	isn’t	a	na,onal	or	interna,onal	discipline	specific	service.	
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If	the	ins,tu,onal	repository	is	extended	to	include	research	data	then	the	workflow	is	something	

like	this.		The	workflow	might	be	used	with	EPrints,	DSpace,	Hydra/Fedora	or	other	repository	

solu,ons.	

	

1.  One	or	more	files	containing	research	data	are	uploaded	to	the	repository		

2.  Metadata	is	added	to	create	a	record	surrounding	the	research	data	

3.  The	deposit	is	submi>ed	to	an	administrator	or	editor	for	review	

4.  The	deposit	is	approved,	perhaps	aber	dialog	with	the	researcher	to	fix	any	problems	

5.  A	DOI	is	minted	for	the	data	and	it’s	made	public,	either	as	a	metadata	record	or	in	its	en,rety	

There	are	of	course	varia,ons	on	this	theme,	especially	if	data	is	sensi,ve	or	embargoed.	
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However,	this	approach	has	some	problems.	

	

Firstly,	repository	sobware	such	as	EPrints	isn’t	really	designed	to	handle	large	datasets.		It’s	built	

for	publica,ons	and	open	access,	not	for	research	data	storage	and	access.	

	

Second,	ins,tu,onal	repositories	don’t	have	a	great	deal	of	support	for	digital	preserva,on,	

especially	for	complex	research	data.	

	

Third,	ins,tu,onal	repository	sobware	isn’t	designed	for	ease	of	use	for	large	or	complex	datasets,	

either	for	upload	or	for	retrieval	and	download,	especially	over	the	web.	
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The	approach	we’ve	taken	with	ULCC	to	address	this	problem	looks	like	this.		ULCC	hosts	EPrints	as	an	ins,tu,onal	

repository	for	a	range	of	UK	universi,es,	typically	for	their	research	publica,ons.		What	we’ve	done	with	ULCC	is	integrate	

Arkivum’s	data	archiving	service	with	ULCC’s	EPrints	service	to	provide	support	for	research	data	storage.				
	

1.  The	researcher	creates	a	record	in	EPrints	for	their	research	data.		This	could	be	as	broad	as	a	record	for	the	whole	research	project,	or	

it	could	be	very	specific	and	be	about	a	specific	data	set.	

2.  Eprints	tells	the	Arkivum	appliance	to	create	a	folder	that	can	be	used	to	store	the	data.		An	Arkivum	appliance	provides	a	range	of	ways	

to	ingest	and	access	archive	data	into	Arkivum’s	data	archiving	cloud	service.		Routes	to	get	data	in	and	out	include	as	a	filesystem,	over	

a	REST	API,	and	through	a	Web	UI.		In	this	case,	the	folder	is	exposed	to	the	researcher	through	ownCloud.		If	you’re	not	familiar	with	

ownCloud,	its	freely	available	sobware	that	you	can	use	to	make	your	own	private	version	of	dropbox	that	runs	on	your	own	storage	

servers	rather	than	in	the	cloud.		So,	in	effect,	ownCloud	makes	the	Arkivum	archive	service	look	a	bit	like	a	data	archiving	version	of	

dropbox,	i.e.	it’s	really	easy	to	use.		

3.  The	folder	is	accessible	only	by	the	researchers	who	are	allowed	to	upload	research	data	for	the	given	project.		They	can	upload	files	

either	over	the	web	or	using	a	desktop	synchronised	folder	–	just	like	dropbox.	

4.  The	researcher	can	upload	files	whenever	they	want.		At	some	point	they	go	to	EPrints	to	say	that	the	current	round	of	uploading	is	

done	and	the	data	is	ready	for	review.			EPrints	then	updates	its	record	on	what	data	files	are	in	the	dataset.	

5.  An	administrator	or	editor	is	then	no,fied	that	the	uploaded	data	is	ready	for	review	as	a	research	dataset.			

6.  The	editor	goes	directly	to	the	archival	storage	and	inspects	the	files,	e.g.	to	see	if	they	follow	naming	conven,ons,	they	can	be	opened	

OK,	or	whatever	other	checks	they	want	to	do.	

7.  The	editor	approves	the	dataset	to	EPrints	so	that	EPrints	knows	which	files	have	been	reviewed	and	approved.	

8.  EPrints	then	tells	the	archive	storage	that	the	files	should	now	be	fully	archived	because	they’ve	been	QC’ed.	

9.  At	this	point	the	Arkivum	storage	system	will	encrypt	the	data,	upload	the	files	to	Arkivum’s	data	centers	so	there	are	mul,ple	copies	in	

different	geographic	loca,ons,	and	from	there	an	addi,onal	copy	is	also	created	that	goes	into	escrow	with	a	third-party.		Basically,	the	

Arkivum	service	create	three	copies,	one	in	each	of	three	loca,ons,	where	two	are	online,	and	one	is	offline	in	escrow.	

10.  When	all	these	copies	have	been	created	and	verified	using	checksums,	the	Arkivum	storage	service	tells	the	appliance	that	the	data	is	

safe.	

11.  This	message	that	the	files	are	fully	archived	is	passed	to	EPrints	so	it	too	knows	the	data	is	safe.	

12.  And	the	message	is	passed	all	the	way	back	to	the	original	Researcher	so	they	know	that	it’s	OK	for	them	to	delete	their	copy	if	they	

want	to	because	it’s	now	safely	stored	in	the	service.	

13.  At	this	point,	or	some,me	later,	the	data	might	need	to	be	‘published’	and	at	this	stage	it	would	have	a	DOI	minted.		It	doesn’t	have	to	

be	all	the	data	–	the	researcher	can	pick	which	files	to	make	public	and	can	apply	embargoes	if	needed.	

14.  When	the	DOI	is	obtained	then	the	data	would	be	made	accessible	through	the	EPrints	repository	for	public	access,	either	for	direct	

download	or	through	a	landing	page	where	a	user	can	request	a	copy.			
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This	approach	of	linking	together	archive	storage	and	EPrints	in	a	loosely	coupled	way	has	several	

benefits.	

	

GeXng	data	in	and	out	of	the	solu,on	is	easy,	especially	using	the	ownCloud	interface,	and	it’s	easy	

to	integrate	this	with	a	researcher’s	local	environment,	e.g.	dragging	and	dropping	files	into	a	

synchronised	folder.			This	helps	get	a	copy	of	the	data	into	safe	storage	as	soon	as	possible	and	not	

as	part	of	a	mad	rush	at	the	end	of	a	research	project.	

	

Using	the	same	repository	for	publica,ons	and	data	means	these	can	be	linked	together	and	there	

is	minimal	metadata	entry,	i.e.	metadata	can	be	entered	once	and	then	re-used.		Repositories	are	

good	at	things	like	embargo	and	access	control,	so	all	this	comes	for	free	when	using	them	for	

research	data	as	well.	

	

Finally,	exis,ng	QA	processes	for	publica,ons	can	be	adapted	to	support	research	data.		This	

provides	an	ideal	point	to	integrate	more	sophis,cated	digital	preserva,on	techniques	as	I’ll	show	

next.		Most	importantly	it	provides	an	early	opportunity	for	a	librarian/archivist/specialist	to	work	

with	a	researcher	to	help	them	get	their	data	into	the	best	shape	for	long-term	preserva,on	and	

access.	

	

More	details	on	the	integra,on	and	some	screencams	of	what	it	looks	like	are	available	in	a	

presenta,on	made	at	Open	Repositories	2016.			

	

Addis,	Ma>hew;	Mcnicholl,	Rory	(2016):	Integra,ng	the	archiving	and	access	of	large	research	

datasets	with	an	Ins,tu,onal	Repository.	Figshare.	h>ps://dx.doi.org/10.6084/m9.figshare.

3435284.v1	

16	



Here’s	an	example	of	what	we’re	working	on	now,	which	is	how	to	incorporate	digital	preserva,on	

tools	into	the	workflow,	especially	to	help	with	the	‘know	what	you	have’	problem.	

	

Picking	up	from	Step	3	that	I	showed	previously,	the	workflow	looks	like	this.	

	
3.		The	researcher	uploads	files	to	the	archive	appliance.	

4.		The	researcher	tags	which	of	their	uploaded	data	files	are	ready	for	review.	

5.  EPrints	no,fies	the	Editor	that	there	is	data	is	ready	for	review	

6.  The	Editor	inspects	the	data	

7.  The	files	are	transferred	to	Archivema,ca	

8.  Archivema,ca	does	file	format	iden,fica,on,	technical	metadata	extrac,on	and	bunch	of	other	things	that	

characterise	the	files.		This	informa,on	is	reported	to	the	Editor	so	they	have	a	be>er	idea	of	what	the	research	data	is	

from	a	technical	perspec,ve	

9.  Empowered	by	this	informa,on,	the	Editor	engages	the	Researcher	in	a	dialog	to	improve/change/annotate	the	data	

set	if	needed.	

10.  In	response,	the	Researcher	might	add	more	metadata	to	the	EPrints	record	or	upload	different	versions	of	the	data,	

e.g.	in	different	file	formats	

11.  When	revisions/addi,ons	have	been	made	and	have	been	put	through	the	Archivema,ca	process	then	an	AIP	is	

generated	as	a	preserva,on	version	of	the	dataset	and	this	is	added	to	the	archive	storage.	

12.  The	rest	of	the	workflow	then	proceeds	as	before.		The	Editor	approves	the	data.	

13.  EPrints	tells	the	appliance	that	the	data	should	be	fully	archived.	

14.  The	AIPs	containing	the	data	are	replicated	to	the	Arkivum	storage	service	and	copied	to	the	two	datacentres	and	into	

escrow.	

15.  The	service	reports	that	the	AIPs	are	now	safely	stored.	

16.  EPrints	is	told	that	the	data	is	archived	and	it	updates	its	record.	

	

The	above	system	is	s,ll	work	in	progress,	but	much	of	it	is	done,	e.g.	being	able	to	pull	files	from	

the	archive	service,	pipe	them	through	archivema,ca,	and	create	preserva,on	versions	in	AIPs.	The	

important	point	is	that	by	including	a	tool	such	as	Archivema,ca	in	the	overall	workflow	then	the	

Editor	gets	much	more	informa,on	about	the	formats	and	technical	issues	with	the	research	data	

files	and	they	do	so	at	a	,me	when	there	is	s,ll	opportunity	to	engage	the	researcher	to	help	with	

its	long-term	preserva,on.	
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This	approach	of	integra,ng	digital	preserva,on	into	research	data	management	workflows	is	also	

being	followed	by	Jisc	in	the	UK	through	their	na,onal	Research	Data	Shared	Service.		This	will	be	

developed	over	the	next	year	and	will	be	piloted	by	mul,ple	UK	Universi,es.		The	service	includes	

Arkivum	and	Artefactual	providing	an	open	source	digital	preserva,on	pla{orm	for	research	data	

that’s	built	on	Archivema,ca,	so	keep	an	eye	out	for	results	and	sobware	from	the	Jisc	RDSS	

ac,vity.	

	

h>ps://researchdata.jiscinvolve.org/wp/2016/06/14/jisc-research-data-shared-service-or2016/	
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I	have	tried	to	show	how	several	prac,cal	steps	can	be	taken	towards	preserving	research	data.		

The	approach	is	to	make	it	as	easy	as	possible	for	researchers	to	contribute	towards	the	

safeguarding	and	accessibility	of	the	research	data	that	they	generate.			

	

This	is	done	by	geXng	the	data	into	safe	storage	as	soon	as	possible	and	genera,ng	metadata	so	

it’s	clearer	what	the	data	is	and	how	to	use	it.		Some	of	this	metadata	is	descrip,ve	and	comes	from	

the	researcher.			Some	of	the	metadata	is	technical	and	comes	from	automated	tools,	e.g.	

Archivema,ca.			The	result	is	that	we	move	from	‘unknown	unknowns’	to	a	posi,on	of	‘knowing	

what	we	have’,	which	is	the	star,ng	point	for	making	informed	and	reasoned	decisions	on	how	to	

keep	this	valuable	data	‘alive’	so	it	remains	accessible	and	usable	into	the	future.	
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